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Abstract

The compare-and-swap instruction is widely available in hardware
and is used to implement concurrent algorithms where several processes
share the same memory. One of the basic problems is to implement
a counter object that is shared amongst the processes. The processes
coordinate using shared memory registers that support the read, write
and compare-and-swap operations. The counter object supports the
following two operations.

1. The inc() operation, which increments the value of the counter
by one but does not return anything.

2. The get() operation, which returns the current value of the
counter.

The counter is wait-free if its operations are wait-free, which means
that the operations finish in a bounded time irrespective of the sched-
ule of the processes. The schedule or the execution is a sequence of
process IDs that tells which process gets to execute its next instruction.
It models that the processes can be executing their operations simul-
taneously. The counter is linearizable [3] if each operation appears to
have taken effect instantaneously at some point in the duration of the
execution between the start and the end of the operation, although
several instructions can be executed in this duration from potentially
different processes.

We give a wait-free and linearizable implementation of a shared
counter for n processes so that the time bound is O(1) for the get()

operation and O(log n) for the inc() operation. One can use the lower
bound construction from Alistarh et al. [1] to show that the total num-
ber of steps required for a sequence of Θ(n) get() and inc() oper-
ations is Ω(n log n). Thus, at least one of get() or inc() operation
takes Ω(logn) steps which matches the time bound of our inc() op-
eration. One can consider a stronger version of a counter where the
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inc() operation also returns the value of the counter prior to the incre-
ment. This is also known as the fetch-and-increment operation. Ellen
et al. [2] give an O(log n) implementation of fetch-and-increment oper-
ation using O(n) load-link/store-conditional instructions. It is possible
to simulate m load-link/store-conditional registers for n processes using
O(n2 +m) compare-and-swap registers so that the load-link and store-
conditional operations are wait-free and take O(1) steps [4]. Thus,
one can use this construction to implement our shared counter using
O(log n) time and O(n2) compare-and-swap registers. Our construc-
tion uses O(n) compare-and-swap registers.

The construction uses a tree of registers that has n leaves. Each
process is associated with a leaf in the tree. The get() operation
simply reads the root of the tree. To increment the counter, the process
starts by incrementing the leaf register assigned to it. It is then possible
that each process gradually merges the counts from other processes by
working its way up to the root after it increments the leaf register. The
merging of the counts is done using the compare-and-swap instructions.
We can then also extend this construction to implement an inc()

operation that takes a single argument, which indicates the amount by
which the counter has to be incremented.
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